Rule-Based System:

https://www.engati.com/glossary/rule-based-system 

Decision trees: 

decision_trees_example.ppt
GameAI_DT_Rulebased.pptx
Youtube – watch:
Lectures about ES:

Lecture 11: Rules and Introduction to Expert Systems
IBM Watson Studio, new type of expert system

https://www.youtube.com/watch?v=U6rvaWaiZNg
Rulex. DIY.

https://www.youtube.com/watch?v=9zM7Z5KWSTw
ESB Web Tutorial

https://www.youtube.com/watch?v=P7yqH95lcqA
CLIPS Programming Language

https://www.youtube.com/watch?v=J6akrlxanu4
Building an Expert System and PyKE

https://www.youtube.com/watch?v=mzsk5_EmZq8 

Notes.

· What is the difference between information and knowledge in AI?

In AI, information and knowledge are two related but distinct concepts.

Information refers to raw data or facts that have been collected or observed. For example, a set of temperature readings from a weather station would be considered information. Information can be structured or unstructured, and it can be stored in a variety of formats such as text, images, or numerical data.

Knowledge, on the other hand, refers to information that has been processed and organized in a way that makes it useful for decision-making or problem-solving. Knowledge can be thought of as information that has been given context and meaning through interpretation and analysis. For example, using the temperature readings from the weather station, an AI system could use machine learning algorithms to recognize patterns and make predictions about future weather conditions. In this context, the system is using its knowledge of weather patterns to make decisions.

To put it another way, information is the raw material that AI systems work with, while knowledge is the product of that processing and analysis. In order for an AI system to make informed decisions, it must be able to convert raw information into meaningful knowledge through processes such as data analysis, pattern recognition, and machine learning.

· Is there a simple definition of the knowledge?

A simple definition of knowledge is that it is a collection of information that has been processed, organized, and given context and meaning. Knowledge is not just a collection of facts or data points, but rather an understanding of how those facts relate to one another and to the world at large.

In the context of AI, knowledge refers to information that has been transformed into a form that can be used to make decisions or solve problems. This can include knowledge that has been acquired through experience, such as learning from past mistakes, as well as knowledge that has been acquired through analysis and processing of data.

In general, knowledge is considered to be a more advanced and complex form of information, one that has been synthesized and integrated in a way that makes it more useful for decision-making and problem-solving.

· Is there a simple definition of data?

Yes, a simple definition of data is that it is a collection of facts, observations, or measurements that can be analyzed and interpreted to gain insights or knowledge. Data can take many forms, such as text, numbers, images, audio, or video, and can be collected from a variety of sources, including sensors, surveys, social media, and other digital platforms.

In the context of AI, data is an essential component for training machine learning algorithms, which are used to analyze and make predictions based on patterns and relationships in the data. The quality and quantity of data are important factors in determining the accuracy and effectiveness of AI models, as more data can lead to more accurate predictions and better decision-making. 
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Expert systems (ES) are one of the prominent research domains of AI. It is introduced by the researchers at Stanford University, Computer Science Department.

What are Expert Systems?

The expert systems are the computer applications developed to solve complex problems in a particular domain, at the level of extra-ordinary human intelligence and expertise.

Characteristics of Expert Systems

· High performance

· Understandable

· Reliable

· Highly responsive

Capabilities of Expert Systems

The expert systems are capable of −

· Advising

· Instructing and assisting human in decision making

· Demonstrating

· Deriving a solution

· Diagnosing

· Explaining 

· Interpreting input

· Predicting results

· Justifying the conclusion

· Suggesting alternative options to a problem

They are incapable of −

· Substituting human decision makers

· Possessing human capabilities

· Producing accurate output for inadequate knowledge base

· Refining their own knowledge

Components of Expert Systems

The components of ES include −

· Knowledge Base

· Inference Engine

· User Interface

Let us see them one by one briefly −

[image: image2.jpg]=) () =

Human Knowledge
Expert Engineer

a

User
(May not be an expert)





[image: image3]
Knowledge Base

It contains domain-specific and high-quality knowledge.

Knowledge is required to exhibit intelligence. The success of any ES majorly depends upon the collection of highly accurate and precise knowledge.

What is Knowledge?

The data is collection of facts. The information is organized as data and facts about the task domain. Data, information, and past experience combined together are termed as knowledge. 

Components of Knowledge Base

The knowledge base of an ES is a store of both, factual and heuristic knowledge.

· Factual Knowledge − It is the information widely accepted by the Knowledge Engineers and scholars in the task domain.

· Heuristic Knowledge − It is about practice, accurate judgement, one’s ability of evaluation, and guessing.

Knowledge representation

It is the method used to organize and formalize the knowledge in the knowledge base. It is in the form of IF-THEN-ELSE rules.

Knowledge Acquisition

The success of any expert system majorly depends on the quality, completeness, and accuracy of the information stored in the knowledge base.

The knowledge base is formed by readings from various experts, scholars, and the Knowledge Engineers. The knowledge engineer is a person with the qualities of empathy, quick learning, and case analyzing skills.

He acquires information from subject expert by recording, interviewing, and observing him at work, etc. He then categorizes and organizes the information in a meaningful way, in the form of IF-THEN-ELSE rules, to be used by interference machine. The knowledge engineer also monitors the development of the ES.

Inference Engine

Use of efficient procedures and rules by the Inference Engine is essential in deducting a correct, flawless solution.

In case of knowledge-based ES, the Inference Engine acquires and manipulates the knowledge from the knowledge base to arrive at a particular solution.

In case of rule based ES, it −

· Applies rules repeatedly to the facts, which are obtained from earlier rule application.

· Adds new knowledge into the knowledge base if required.

· Resolves rules conflict when multiple rules are applicable to a particular case.

To recommend a solution, the Inference Engine uses the following strategies −

· Forward Chaining

· Backward Chaining

Forward Chaining

It is a strategy of an expert system to answer the question, “What can happen next?”
Here, the Inference Engine follows the chain of conditions and derivations and finally deduces the outcome. It considers all the facts and rules, and sorts them before concluding to a solution.

This strategy is followed for working on conclusion, result, or effect. For example, prediction of share market status as an effect of changes in interest rates.
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Backward Chaining

With this strategy, an expert system finds out the answer to the question, “Why this happened?”
On the basis of what has already happened, the Inference Engine tries to find out which conditions could have happened in the past for this result. This strategy is followed for finding out cause or reason. For example, diagnosis of blood cancer in humans.
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User Interface

User interface provides interaction between user of the ES and the ES itself. It is generally Natural Language Processing so as to be used by the user who is well-versed in the task domain. The user of the ES need not be necessarily an expert in Artificial Intelligence.

It explains how the ES has arrived at a particular recommendation. The explanation may appear in the following forms −

· Natural language displayed on screen.

· Verbal narrations in natural language.

· Listing of rule numbers displayed on the screen.

The user interface makes it easy to trace the credibility of the deductions.

Requirements of Efficient ES User Interface

· It should help users to accomplish their goals in shortest possible way.

· It should be designed to work for user’s existing or desired work practices.

· Its technology should be adaptable to user’s requirements; not the other way round.

· It should make efficient use of user input.

Expert Systems Limitations

No technology can offer easy and complete solution. Large systems are costly, require significant development time, and computer resources. ESs have their limitations which include −

· Limitations of the technology

· Difficult knowledge acquisition

· ES are difficult to maintain

· High development costs

Applications of Expert System

The following table shows where ES can be applied.

	Application
	Description

	Design Domain
	Camera lens design, automobile design.

	Medical Domain
	Diagnosis Systems to deduce cause of disease from observed data, conduction medical operations on humans.

	Monitoring Systems
	Comparing data continuously with observed system or with prescribed behavior such as leakage monitoring in long petroleum pipeline.

	Process Control Systems
	Controlling a physical process based on monitoring.

	Knowledge Domain
	Finding out faults in vehicles, computers.

	Finance/Commerce
	Detection of possible fraud, suspicious transactions, stock market trading, Airline scheduling, cargo scheduling.


Expert System Technology

There are several levels of ES technologies available. Expert systems technologies include −

· Expert System Development Environment − The ES development environment includes hardware and tools. They are −

· Workstations, minicomputers, mainframes.

· High level Symbolic Programming Languages such as LISt Programming (LISP) and PROgrammation en LOGique (PROLOG).

· Large databases.

· Tools − They reduce the effort and cost involved in developing an expert system to large extent.

· Powerful editors and debugging tools with multi-windows.

· They provide rapid prototyping

· Have Inbuilt definitions of model, knowledge representation, and inference design.

· Shells − A shell is nothing but an expert system without knowledge base. A shell provides the developers with knowledge acquisition, inference engine, user interface, and explanation facility. For example, few shells are given below −

· Java Expert System Shell (JESS) that provides fully developed Java API for creating an expert system.

· Vidwan, a shell developed at the National Centre for Software Technology, Mumbai in 1993. It enables knowledge encoding in the form of IF-THEN rules.

Development of Expert Systems: General Steps

The process of ES development is iterative. Steps in developing the ES include −

Identify Problem Domain

· The problem must be suitable for an expert system to solve it.

· Find the experts in task domain for the ES project.

· Establish cost-effectiveness of the system.

Design the System

· Identify the ES Technology

· Know and establish the degree of integration with the other systems and databases.

· Realize how the concepts can represent the domain knowledge best.

Develop the Prototype

From Knowledge Base: The knowledge engineer works to −

· Acquire domain knowledge from the expert.

· Represent it in the form of If-THEN-ELSE rules.

Test and Refine the Prototype

· The knowledge engineer uses sample cases to test the prototype for any deficiencies in performance.

· End users test the prototypes of the ES.

Develop and Complete the ES

· Test and ensure the interaction of the ES with all elements of its environment, including end users, databases, and other information systems.

· Document the ES project well.

· Train the user to use ES.

Maintain the System

· Keep the knowledge base up-to-date by regular review and update.

· Cater for new interfaces with other information systems, as those systems evolve.

Benefits of Expert Systems

· Availability − They are easily available due to mass production of software.

· Less Production Cost − Production cost is reasonable. This makes them affordable.

· Speed − They offer great speed. They reduce the amount of work an individual puts in.

· Less Error Rate − Error rate is low as compared to human errors.

· Reducing Risk − They can work in the environment dangerous to humans.

· Steady response − They work steadily without getting motional, tensed or fatigued.

What is an Expert System?

https://www.javatpoint.com/artificial-intelligence-ai 

An expert system is a computer program that is designed to solve complex problems and to provide decision-making ability like a human expert. It performs this by extracting knowledge from its knowledge base using the reasoning and inference rules according to the user queries.

The expert system is a part of AI, and the first ES was developed in the year 1970, which was the first successful approach of artificial intelligence. It solves the most complex issue as an expert by extracting the knowledge stored in its knowledge base. The system helps in decision making for complex problems using both facts and heuristics like a human expert. It is called so because it contains the expert knowledge of a specific domain and can solve any complex problem of that particular domain. These systems are designed for a specific domain, such as medicine, science, etc.

The performance of an expert system is based on the expert's knowledge stored in its knowledge base. The more knowledge stored in the KB, the more that system improves its performance. One of the common examples of an ES is a suggestion of spelling errors while typing in the Google search box.

Below is the block diagram that represents the working of an expert system:
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Note: It is important to remember that an expert system is not used to replace the human experts; instead, it is used to assist the human in making a complex decision. These systems do not have human capabilities of thinking and work on the basis of the knowledge base of the particular domain. 

Below are some popular examples of the Expert System: 
· DENDRAL: It was an artificial intelligence project that was made as a chemical analysis expert system. It was used in organic chemistry to detect unknown organic molecules with the help of their mass spectra and knowledge base of chemistry.

· MYCIN: It was one of the earliest backward chaining expert systems that was designed to find the bacteria causing infections like bacteremia and meningitis. It was also used for the recommendation of antibiotics and the diagnosis of blood clotting diseases.

· PXDES: It is an expert system that is used to determine the type and level of lung cancer. To determine the disease, it takes a picture from the upper body, which looks like the shadow. This shadow identifies the type and degree of harm.

· CaDeT: The CaDet expert system is a diagnostic support system that can detect cancer at early stages.

Characteristics of Expert System
· High Performance: The expert system provides high performance for solving any type of complex problem of a specific domain with high efficiency and accuracy.

· Understandable: It responds in a way that can be easily understandable by the user. It can take input in human language and provides the output in the same way.

· Reliable: It is much reliable for generating an efficient and accurate output. 

· Highly responsive: ES provides the result for any complex query within a very short period of time.

Components of Expert System

An expert system mainly consists of three components:

· User Interface
· Inference Engine
· Knowledge Base
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1. User Interface

With the help of a user interface, the expert system interacts with the user, takes queries as an input in a readable format, and passes it to the inference engine. After getting the response from the inference engine, it displays the output to the user. In other words, it is an interface that helps a non-expert user to communicate with the expert system to find a solution.

2. Inference Engine(Rules of Engine)

· The inference engine is known as the brain of the expert system as it is the main processing unit of the system. It applies inference rules to the knowledge base to derive a conclusion or deduce new information. It helps in deriving an error-free solution of queries asked by the user.

· With the help of an inference engine, the system extracts the knowledge from the knowledge base.

· There are two types of inference engine:

· Deterministic Inference engine: The conclusions drawn from this type of inference engine are assumed to be true. It is based on facts and rules.

· Probabilistic Inference engine: This type of inference engine contains uncertainty in conclusions, and based on the probability.

Inference engine uses the below modes to derive the solutions:

· Forward Chaining: It starts from the known facts and rules, and applies the inference rules to add their conclusion to the known facts.

· Backward Chaining: It is a backward reasoning method that starts from the goal and works backward to prove the known facts. 

3. Knowledge Base

· The knowledgebase is a type of storage that stores knowledge acquired from the different experts of the particular domain. It is considered as big storage of knowledge. The more the knowledge base, the more precise will be the Expert System.

· It is similar to a database that contains information and rules of a particular domain or subject.

· One can also view the knowledge base as collections of objects and their attributes. Such as a Lion is an object and its attributes are it is a mammal, it is not a domestic animal, etc.

Components of Knowledge Base
· Factual Knowledge: The knowledge which is based on facts and accepted by knowledge engineers comes under factual knowledge. 

· Heuristic Knowledge: This knowledge is based on practice, the ability to guess, evaluation, and experiences. 

Knowledge Representation: It is used to formalize the knowledge stored in the knowledge base using the If-else rules.

Knowledge Acquisitions: It is the process of extracting, organizing, and structuring the domain knowledge, specifying the rules to acquire the knowledge from various experts, and store that knowledge into the knowledge base.

Development of Expert System

Here, we will explain the working of an expert system by taking an example of MYCIN ES. Below are some steps to build an MYCIN:

· Firstly, ES should be fed with expert knowledge. In the case of MYCIN, human experts specialized in the medical field of bacterial infection, provide information about the causes, symptoms, and other knowledge in that domain.

· The KB of the MYCIN is updated successfully. In order to test it, the doctor provides a new problem to it. The problem is to identify the presence of the bacteria by inputting the details of a patient, including the symptoms, current condition, and medical history.

· The ES will need a questionnaire to be filled by the patient to know the general information about the patient, such as gender, age, etc.

· Now the system has collected all the information, so it will find the solution for the problem by applying if-then rules using the inference engine and using the facts stored within the KB.

· In the end, it will provide a response to the patient by using the user interface.

Participants in the development of Expert System
There are three primary participants in the building of Expert System:

1. Expert: The success of an ES much depends on the knowledge provided by human experts. These experts are those persons who are specialized in that specific domain.

2. Knowledge Engineer: Knowledge engineer is the person who gathers the knowledge from the domain experts and then codifies that knowledge to the system according to the formalism.

3. End-User: This is a particular person or a group of people who may not be experts, and working on the expert system needs the solution or advice for his queries, which are complex.

Why Expert System?

Before using any technology, we must have an idea about why to use that technology and hence the same for the ES. Although we have human experts in every field, then what is the need to develop a computer-based system. So below are the points that are describing the need of the ES: 

1. No memory Limitations: It can store as much data as required and can memorize it at the time of its application. But for human experts, there are some limitations to memorize all things at every time.

2. High Efficiency: If the knowledge base is updated with the correct knowledge, then it provides a highly efficient output, which may not be possible for a human.

3. Expertise in a domain: There are lots of human experts in each domain, and they all have different skills, different experiences, and different skills, so it is not easy to get a final output for the query. But if we put the knowledge gained from human experts into the expert system, then it provides an efficient output by mixing all the facts and knowledge

4. Not affected by emotions: These systems are not affected by human emotions such as fatigue, anger, depression, anxiety, etc.. Hence the performance remains constant.

5. High security: These systems provide high security to resolve any query.

6. Considers all the facts: To respond to any query, it checks and considers all the available facts and provides the result accordingly. But it is possible that a human expert may not consider some facts due to any reason.

7. Regular updates improve the performance: If there is an issue in the result provided by the expert systems, we can improve the performance of the system by updating the knowledge base.

Capabilities of the Expert System

Below are some capabilities of an Expert System:

· Advising: It is capable of advising the human being for the query of any domain from the particular ES.

· Provide decision-making capabilities: It provides the capability of decision making in any domain, such as for making any financial decision, decisions in medical science, etc.

· Demonstrate a device: It is capable of demonstrating any new products such as its features, specifications, how to use that product, etc.

· Problem-solving: It has problem-solving capabilities.

· Explaining a problem: It is also capable of providing a detailed description of an input problem.

· Interpreting the input: It is capable of interpreting the input given by the user.

· Predicting results: It can be used for the prediction of a result.

· Diagnosis: An ES designed for the medical field is capable of diagnosing a disease without using multiple components as it already contains various inbuilt medical tools.

Advantages of Expert System

· These systems are highly reproducible.

· They can be used for risky places where the human presence is not safe.

· Error possibilities are less if the KB contains correct knowledge.

· The performance of these systems remains steady as it is not affected by emotions, tension, or fatigue.

· They provide a very high speed to respond to a particular query.

· Rule-based in comparison with neural networks: If there are no data, the situation is detected.

Limitations of Expert System

· The response of the expert system may get wrong if the knowledge base contains the wrong information.

· Like a human being, it cannot produce a creative output for different scenarios.

· Its maintenance(?) and development costs are very high.

· Knowledge acquisition for designing is much difficult.

· For each domain, we require a specific ES, which is one of the big limitations.

· It cannot learn from itself and hence requires manual updates.

Applications of Expert System

· In designing and manufacturing domain
It can be broadly used for designing and manufacturing physical devices such as camera lenses and automobiles.

· In the knowledge domain
These systems are primarily used for publishing the relevant knowledge to the users. The two popular ES used for this domain is an advisor and a tax advisor.

· In the finance domain
In the finance industries, it is used to detect any type of possible fraud, suspicious activity, and advise bankers that if they should provide loans for business or not.

· In the diagnosis and troubleshooting of devices
In medical diagnosis, the ES system is used, and it was the first area where these systems were used.

· Planning and Scheduling
The expert systems can also be used for planning and scheduling some particular tasks for achieving the goal of that task. 
Historic: MYCIN example:
EXPERT SYSTEMS

One of the largest area of applications of artificial intelligence is in expert systems, or knowledge based systems as they are often known. This type of system seeks to exploit the specialized skills or information held by of a group of people on specific areas. It can be thought of as a computerized consulting service. It can also be called an information guidance system. Such systems are used for prospecting medical diagnosis or as educational aids. They are also used in engineering and manufacture in the control of robots where they inter-relate with vision systems. The initial attempts to apply artificial intelligence to generalized problems made limited progress as we have seen but it was soon realized that more significant progress could be made if the field of interest was restricted.

STRUCTURE

The internal structure of an expert system can be considered to consist of three parts:

the knowledge base ; the database; the rule interpreter.

This is analogous to the production system where we have

the set of productions; the set of facts held as working memory and a rule interpreter.
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The knowledge base holds the set of rules of inference that are used in reasoning. Most of these systems use IF-THEN rules to represent knowledge. Typically systems can have from a few hundred to a few thousand rules. 

The database gives the context of the problem domain and is generally considered to be a set of useful facts. These are the facts that satisfy the condition part of the condition action rules as the IF THEN rules can be thought of.

The rule interpreter is often known as an inference engine and controls the knowledge base using the set of facts to produce even more facts. Communication with the system is ideally provided by a natural language interface. This enables a user to interact independently of the expert with the intelligent system.

OPERATION OF THE SYSTEM

Again there are three modes to this:

the knowledge acquisition mode;

the consultation mode;

and the explanation mode.

We shall consider each in turn.

KNOWLEDGE ACQUISITION
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The system must liaise with people in order to gain knowledge and the people must be specialized in the appropriate area of activity. For example medical doctors, geologists or chemists. The knowledge engineer acts as an intermediary between the specialist and the expert system. Typical of the information that must be gleaned is 

vocabulary or jargon, general concepts and facts, problems that commonly arise, the solutions to the problems that occur and skills for solving particular problems. This process of picking the brain of an expert is a specialized form of data capture and makes use of interview techniques. The knowledge engineer is also responsible for the self-consistency of the data loaded. Thus a number of specific tests have to be performed to ensure that the conclusions reached are sensible.

CONSULTATION

The system is in this mode when a user is interacting with it. The user interacts by entering data in English and the system responds by using its inference engine to carry out the reasoning involved in deriving an answer to the questions posed by the user. The role of the inference engine is to search for facts that match the condition part of the productions that match the action part of the question. There is scope for the use of heuristics in this role. The following example is hypothetical but illustrates the action of typical systems.

System: What is the patient's name?

User: George Washington

System: What is the patient's age?

User: 252 years

System: Is the patient male or female?

User: Male

System: What are the symptoms?

User: Headache dizziness upset stomach high fever

System: When did these symptoms first appear?

User: December 13, 1799

System: I conclude that the patient has a viral infection; my recommendation is that he should take two aspirin, drink plenty of fluid, get lots of rest and call me in the morning.

George Washington died the next day of a viral infection no antibiotics

EXPLANATION

This mode allows the system to explain its conclusions and its reasoning process. This ability comes from the AND/OR trees created during the production system reasoning process. As a result most expert systems can answer the following why and how questions

why was a given fact used?
why was a given fact not used?
how was a given conclusion reached?
how was it that another conclusion was not reached?
Let us illustrate the action of an expert system by considering the behaviour of an actual one MYCIN a medical expert system.

Mycin has been informed that a patient has contracted meningitis while in hospital. Doctors wish to interrogate Mycin to check this diagnosis.

Mycin then asks the doctors this question

Mycin: Is Meningitis a hospital acquired illness?

Doctor: why?

Mycin: [2.0] this will aid in determining the organisms that might be causing the infection

It has already established

[2.1] the infection that requires therapy is meningitis

[2.2] organisms were not seen on the stain of this pending csf culture

[2.3] the type of infection is bacterial

[2.4] neurosurgery is not one of the relevant items of patient 100

[2.5] the age of patient 100 is greater than 25

therefore if [2.6] the infection was acquired while the patient was in hospital then there is evidence that the organisms that might be causing the infection are E coli(0.75) staphylococcus-coag-pos(0.3) pseudomonas-aeruginosa(0.3) 

klebsiella-pneumoniae(0.5)

If the doctors wanted to know how something was concluded they might ask 

Doctor: How 2.3

The system then responds with:

Mycin: The following rules concluded about the likelihood that the type of the infection is bacterial:

[2.7] RULE148 (0.19)

[2.8] RULE500 (0.51)

[2.9] RULE501 (0.95)

[3.0] RULE502 (0.97)

[3.1] RULE526 (0.98)

[3.2] RULE504 (0.97)

[3.3] RULE524 (0.98)

The system takes the doctors through the production system AND/OR tree to explain its conclusions. The numbers in brackets are called certainty factors because little can be absolutely certain. The certainty factors range from -1 to +1 where -1 means absolutely not and +1 absolutely so and 0 undecided either way.

A BLACKBOARD SYSTEM

HEARSAY uses the concept of a blackboard system where each partition or subsystem is treated as a specialist. Each specialist is a set of production rules in its own right. It is illustrated below.

Hearsay is a speech recognition system that is about 90% accurate. The specialisms for Hearsay are also illustrated below.
TEIRESIAS
Human experts communicate using TEIRESIAS with the performance program MYCIN to discover how well MYCIN is doing in responding to the requests for help that it receives. Through using TEIRESIAS the expert can coach MYCIN into producing better responses so that an element of learning is introduced. 

TEIRESIAS recognizes that some of the knowledge required for the knowledge base is inexact or rough and it succeeds in offering advice for its correction. It also provides method for extracting the best performance out of an expert system such as MYCIN.

TRANSFER OF EXPERTISE
It is well known that an expert knows more about a topic than is appreciated and certainly more than the expert is able to offer at short notice. Thus questions such as

'tell me all you know about staph infections' will yield only a fraction of an expert's knowledge.

TEIRESIAS's approach is to make use of the expert's ability to correct incorrect or partially correct responses to common questions and then to focus the expert's reply as follows

'what do you know that the program doesn't know that makes your expert diagnosis different in this case?'

Interactive transfer of expertise between an expert and an expert system begins when the expert identifies an error in the performance of the program and invokes TEIRESIAS to help track down and correct the error. The expert can spot errors when the program produces responses that the expert would not have made or lines of reasoning appear inappropriate.

Typical errors might be the wrong identification of a bacterium, or when MYCIN asks a question that in the expert's view would not assist in the identification of the bacterium. Both kinds of error indicate a bug in the knowledge base of MYCIN and transfer of knowledge occurs when TEIRESIAS is called in to correct the deficit.

TEIRESIAS fixes bugs by

1 stopping the performance program when the human expert identifies an error;

2 working backwards through the steps in the performance program that led to the error until the bug is found;

3 helping the expert fix the bug by modifying the knowledge base.

The expert can find faulty reasoning by using how and why commands to ask TEIRESIAS to back up through previous steps explaining why the steps were taken. This process can be used even if there is no apparent bug in the program as it often helps the user understand the mechanisms of the performance program. As these program s are often involved in complex diagnoses then this facility is very useful.

TEIRESIAS's techniques for generating explanations are based upon two assumptions

The two assumptions used are

1 that a recapitulation of program actions can be an effective explanation as long as the correct level of detail is given

2 that there is some shared framework for viewing the program's actions that will make them understandable to the user.

These assumptions are valid for MYCIN but there are expert systems in which this is not the case.

The first assumption simplifies the task because it requires only the ability to record and play back the history of events. But what level of detail is needed. If a program reasons symbolically repeating the arguments may be beneficial but if there are numerical calculations then it is quite different.

The repetition must be 

detailed enough to enable each operation cited to be understandable

high enough in conceptual level to enable each operation cited to be meaningful

complete enough to allow the operations cited to be sufficient to account for all behavior.

Knowledge acquisition Rule models and schemas
When the expert has identified a deficit in the knowledge base of the performance program, TEIRESIAS questions the expert in order to correct the deficit. This process relies heavily on meta level knowledge about the performance program, encoded in rule models and schemas. In other words, TEIRESIAS uses these data structures to represent knowledge about what the performance program knows. The meta-knowledge about objects in the domain includes structural and organizational information and is specified in data structure schemas. Inquiries in simple English about the values of the schemas components makes the knowledge acquisition process appear to the expert as a natural high-level query about the new concept. Knowledge acquisition about new objects takes place as a process of instantiating the schema.

TEIRESIAS's rule models are empirical generalizations of subsets of rules, indicating commonalities among the rules in that subset. For example, in MYCIN there is a rule model for the subset of rules that conclude affirmatively about organism category, indicating that most such rules mention the concepts of culture site and infection type in their premise. Another rule model notes that mention site and infection type in the premise also tend to mention the portal of entry of the organism. An example of TEIRESIAS's use of rule models in its knowledge acquisition dialogue is given in the sample protocol below.

IF (1) the infection is a pelvic-abscess, and 

(2) there are rules that mention in their premise Enterovacteriaceae, and

(3) there are rules that mention in their premise gram positive rods,

THEN There is suggestive evidence (.4) that the rules dealing with Enterobacteriaceae should be evoked before those dealing with gram positive rods.

An Example: THEIRESIAS in the Context of MYCIN

We now illustrate THEIRESIAS's operation in affiliation with the MYCIN system (see previous lecture), paying particular attention to the explanation and knowledge-acquisition facilities of TEIRESIAS's. MYCIN is intended to provide physician with advice about the diagnosis and drug therapy for bacterial infections. The user interacts with TEIRESIAS, which in turn communicates with the MYCIN system, although the user is unaware of more than one program being involved. The system asks questions about the patient, the infection, the cultures grown from specimens from the patient, and any organisms growing in the culture.

MYCIN's knowledge base is composed of rules that specify a situation involving a sick patient and the conclusions that can be drawn in that situation.

For example to conclude whether a patient suffers from a bacterium in the Enterobacteriaceae category MYCIN invokes rule 95.

IF The site of the culture is blood, and 

the gram stain is positive, and

the portal of entry is gastrointestinal tract, and

[A-the abdomen is the locus of infection, or

B-the pelvis is the locus of infection]

THEN There is strongly suggestive evidence that Enterobacteriaceae is the class of organisms

for which therapy should cover

The procedure of working backward from the conclusion the situation that would make the conclusion true is called backward chaining and is MYCIN's fundamental reasoning mechanism. Backward chaining can go several levels deep, meaning that the causes in a situation that must be true (for the conclusion to be true) might themselves be conclusions of other rules. For example to identify Enterobacteriaceae a condition is that the infection be in the abdomen or pelvis and this is itself a conclusion of another rule.

See the protocol showing MYCIN's basic style of interaction (the physician's responses are prefixed by ** which refers to PATIENT 281 ALBERT HALL on the handout)

This then concludes

My therapy recommendations will be based on the following probable infection(s) ad potential causative organism(s):

INFECTION-1 is PRMARY-BACTEREMIA

<Item-1> E.COLI [ORGANISM-1]

<Item-2> PSEUDOMOS-AERUGINOSA [ORGANISM-1]

Summarising : Mycin constructs a goal tree of questions that must be resolved in the course of a consultation to conclude the identity of a bacterium. When it cannot deduce anything from what it knows then it asks the respondent. Each node in the tree has subnodes that result from the application of a rule. see figure B1 on handout

Explanation: HOW and WHY. Suppose that during a consultation with MYCIN the clinician wants an explanation of the reasoning behind some question that MYCIN has asked. The explanation given by TEIRESIAS in response to the physician's question, WHY, involves backing up the goal tree to the previous node and presenting the rule used to derive the subnode from its ancestor. 

Consider the dialogue in the handout.

(Again, the physician's responses are prefixed by **.)

In contrast to WHY, which spells out "higher" nodes in the goal tree, the HOW command asks TEIRESIAS to explain the nodes lower down the tree that have been or will be expanded. For example, in the following exchange, the expert asks how MYCIN will determine whether the abdomen or the pelvis is the locus of infection.

** HOW [3.4]

Note: (3.4) is the prefix of the statement of interest in the exchange above.

[I.e., how were you determining that the Abdomen is the locus of infection, or that the Pelvis is the locus of infection?]

[4.0] At that point Rule 021 was being used.

If the doctor now wants to see rule 21, he asks TEIRESIAS to explain HOW it was used, referring to the prefix [4.0] of the statement in which it was mentioned.

** HOW [4.0]

[i.e. how was Rule 21 used?]

[5.0] it has already been established that

[5.1] the culture is recent

therefore if

[5.2] there is therapeutically significant disease associated with 

the occurrence of this organism.

THEN

It is definite (1.0) that the site of the culture is the locus of infection in the patient

The explanation facilities of TEIRESIAS involve climbing up and down MYCIN's goal tree, explaining why questions are asked and how they are answered. If MYCIN makes a misdiagnosis, these same facilities are used to back up through the rules that achieved the diagnosis until the expert has found the faulty one or determined that one is missing. TEIRESIAS is then used to expedite the alteration or construction of rules by the expert. (See Article IX.C8 for a discussion of how a similar explanation facility is used in the tutorial system EXCHECK.)

Knowledge acquisition 
TEIRESIAS can help an expert formulate rules in English because it has expectations about what rules "look like." These expectations are stored internally as rule models that are formed automatically by examining all the rules in the knowledge base. TEIRESIAS knows, for example, that there is a class of rules that have as their conclusions the probable identity of a bacterium and that these rules typically have as conditions (a) the site of the culture, (b) the stain of the culture, and (c) the probable portal of entry of the bacteria. These rule models help TEIRESIAS translate English versions of new rules into a machine representation acceptable to MYCIN.

To illustrate TEIRESIAS's debugging and correction facilities, we will continue with the consultation shown earlier. Suppose that after MYCIN presents the expert with its diagnosis, THEIRESIAS steps in and checks whether the expert agrees (the physician's response is indicated by **):

see the appropriate section of the handout

SUMMARY

TEIRESIAS and EXPERT SYSTEMS

TEIRESIAS aids a human expert in monitoring the performance of a knowledge-based system. When the human expert spots an error in the program's performance, in either the program's conclusions or its line of reasoning, TEIRESIAS assists in finding the source of the error in the database by explaining the program's conclusions - retracing the reasoning steps until the faulty (or missing) rule is identified. At this point, TEIRESIAS assists in knowledge acquisition, modifying faulty rules or adding new rules to the database. Meta-level knowledge about the kinds of rules and concepts in the database is applied to build expectations in TEIRESIAS's model-based understanding process. Meta-level knowledge is also used to encode problem-solving strategies, in particular, to order the invocation of rules so that those that are most likely to be useful (given the current knowledge of the program) are tried first. 

